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Project SUMMARY

Project Objectives
Scientific problems are increasingly complex. The tools required to attack these problems are often beyond the reach of a single group, an institution, or even a nation. Consequently, scientists around the world have been pooling their resources to address some of the most fundamental problems in science. This is particularly true in physics, astronomy and medical sciences. Many of the current and future large-scale experiments are expected to accumulate data at a scale of petabytes a year. The challenges in analyzing datasets of this size have brought scientists from different disciplines to work together to develop computing and information technologies to facilitate the distribution and analysis of such data. In this proposal, we present a four-year interdisciplinary research plan to develop and implement an international computing and data grid. A grid is a network of data and computing resources distributed often beyond institutional and national boundaries.

Intellectual Merits
The specific use case for this project will be the DØ experiment at Fermi National Accelerator Laboratory (Fermilab). DØ is an international collaboration of over 600 scientists and students from 18 nations who have worked together to build and operate a decade-long particle physics experiment at Fermilab. The data recorded in the detector enable physicists to study interactions between fundamental particles and thereby to understand nature at its deepest level. The DØ Grid (GridØ) project will establish a global cyber infrastructure by linking together analysis centers and institutions in the U.S., Europe, and elsewhere in the world. It will integrate over 1000 processors to extend our capability for data processing, data simulation, and physics analyses. The number of processors is expected to grow by at least a factor of three over the duration of this proposal. Both the data recorded in the detector and Monte Carlo simulated data produced at centers and institutions will be made accessible through GridØ to physicists and students at all sites. GridØ will employ the SAM (Sequential data Access via Metadata) data management and JIM (Job Information Management) tools developed at Fermilab. Leveraging on other grid researches, GridØ will focus its effort on monitoring and information services, fault-tolerance and distributed job and resource scheduling, a file management system, security, and web services that are critical for establishing a working grid.
Broader Impacts
Grid-DØ will be a computationally-intensive, data-intensive, and complex Grid at a global scale. The DØ experiment provides ideal venues for testing, debugging, and developing Grid tools with realistic and diverse applications and a large number of active users. Commissioning and operating such a Grid will enable us to gain invaluable experiences for current and future Grid researches and facilitate Grid deployment planned for experiments such as those at the Large Hadron Collider (LHC) currently under construction at the European Center for Nuclear Research (CERN) in Geneva, Switzerland. The Grid-DØ project will extend the capability to process, manage and communicate information on a global scale well beyond what we can do today. It will exploit the power of information and technology to advance basic science and improve our ability to understand, model and control the dynamics of complex virtual organizations. This project will develop tools that will have wide applications in future IT projects and possibly home-land security.
Will need to be revised based on what people wrote…
(10 spare lines here! + 1 or 2 at the top when the version number line is removed)
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Project Description
1 
Introduction
1.1
Project Overview

The multi-petabyte size of the datasets expected from current and future large scientific experiments and the terahertz CPU cycles needed to analyze those data require a larger and more diverse pool of computing resources than any single institution or laboratory can provide. Furthermore, the ever increasing distributed nature of large scientific teams challenges traditional approaches of how computing resources are deployed and data are analyzed. To address these issues, computer scientists and physicists have been working to realize grid computing, one of the next frontiers of high performance computing. In  high-energy physics (HEP) in the U.S., grid research is mostly carried out through the GriPhyN [1], iVDGL [2] and PPDG [3] projects. These and other ongoing efforts have resulted in many grid tools and middleware products. However, some of these efforts may face limitations owing to lack of immediate applications and an active user base. In this proposal, we describe plans to explore the promise of grid computing on two synergistic fronts: through the pursuit of basic research into focused computing issues of critical importance, and via the strategic deployment of this work into the infrastructure of a HEP experiment.
 We shall establish a global cyber-infrastructure by integrating computing sites in the U.S., Europe, and other parts of the world, and thus advance fundamental science by extending the capability to process, manage, and communicate information at a global scale.
The investigators on this proposal form a new collaboration between computer scientists from the University of Michigan (UM) and the University of Texas, Arlington (UTA), and members of the “DØ” HEP experiment at UM, UTA, Michigan State University (MSU), the University of California, Riverside (UCR), and Fermi National Accelerator Laboratory (Fermilab). The DØ 
experiment [4], at Fermilab, Batavia, Illinois, is currently in the early stages of a multi-year data-taking run. Over the next six years, while proton-antiproton collisions are taking place in Fermilab’s Tevatron Collider, 660 physicists and students in 78 institutions from 18 countries around the world will be developing application software, generating Monte Carlo simulated events, and analyzing data to further our understanding of the fundamental forces and constituents of matter. The experiment is faced with the challenges of effective distribution of application software, integration of distributed computing resources, and delivery and management of multi-petabyte datasets. These challenges are not unique to DØ and are in fact increasingly common in other areas of science and even national security. It is under this premise that grid computing is widely embraced by both the scientific community and industry. As an experiment with a broad range of computing-intensive and data-intensive activities undertaken by multiple virtual organizations, DØ provides a wide set of use cases that can guide generic, but critical grid research.
This work will significantly leverage ongoing research projects at the proposing institutions and elsewhere. In addition, by performing the computer science research in tight cooperation with the DØ experiment, we shall streamline the process between concept and implementation, thereby significantly reducing the lag time between sowing the seeds and harvesting the fruits of this new information technology research. Crucial to our approach is the conviction that close-partnership between computer scientists and physicists will serve the broad goal of successfully creating large, workable, scalable grids around the world. Specifically, we plan to design, implement, and evaluate the use of NFSv4 [5] as a standard for a scalable grid file system. We shall integrate this research with grid scheduling and monitoring software and to a data replica catalog developed at Fermilab and in use by DØ. We plan to simulate the behavior of a large heterogeneous computation-intensive data-intensive grid under multi-use-case scenarios from large numbers of interrelated virtual organizations as epitomized by the DØ experiment. Based on these simulations, we shall develop comprehensive testing and deployment strategies that will not disrupt the ongoing research work of the user organization.

1.1 1.2
Project Significance
We are proposing a program of significant original information technology research in two interrelated areas of grid computing. The intellectual merits of these areas are summarized as follows:
1.
A secure grid file system.  Authors please provide up to eight lines of description of the intellectual merits of this research, why it is creative and original and useful and different to what has been done before. Blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah.

2.
Integration, testing, and deployment of an operational grid.  [Rewrite: This research area includes taking the above research and existing grid middleware and other applications from any suitable groups and modifying them to work with SAM at DØ, with as much development as we need as we go along on fault tolerance, monitoring various types of processes and activities etc, also wrapping existing software such as SAM to make it compliant with grid standards. It includes simulating DØ’s grid resources and activities to try to understand the effect of failures of components of it and of adding additional resources, and of how to optimize the performance of scheduling under various types of workloads. It also includes developing a set of novel test packages that will exercise the system under many types of load, and allow optimization before full deployment. And it includes developing methods that make deployment as fully automated as possible and undisruptive of the ongoing research program. Rewrite this in suitable technical terms.]
Since this grid research will have immediate application, we summarize here the 
distinctive aspects of the intellectual merits of developing an operational grid for the DØ experiment:

1.
A data-intensive grid.  DØ physicists need ubiquitous access to multi-petabyte datasets in order to satisfy the physics-analysis goals of the experiment. Distributed scientific teams use the dynamically-generated primary datasets to produce a great number of derived datasets by distilling, correcting, calibrating, analyzing, and reprocessing the information. The original and derived datasets will be in great demand by collaborators around the world for many years. All datasets will be accessible via cataloged metadata descriptions from hundreds of desktop computers. Some of the datasets will have multiple locations in order to support this access.

2.
A computation-intensive grid.  The DØ experiment has eight large Linux-based computing farms in the U.S. and Europe with nearly 1,000 independently-schedulable CPU nodes. The numbers of farms and CPUs are planned to grow by at least a factor of three over the lifetime of the proposal.




3.
A large and complex grid.  About half the members of the DØ collaboration are engaged in full-time computing efforts, with roughly 200 people located at Fermilab and the rest at their home institutions. The DØ collaboration is thus one of the largest virtual organizations in the world, and the scale of resource requests is immense. The international nature of the organization makes it necessary to cross boundaries of authentication, procedure, and culture in order to achieve results. In addition, the character of the derived data is determined collaboratively among these physicists working in multiple virtual organizations within the collaboration, and this forms an extremely complex network of data producers and consumers.
4.
An urgently-needed grid.  While the first three aspects of this application are perhaps not unique in the long-term future of grid computing, the project must begin operation right away. The DØ experiment has been accumulating new data for the past two years and the need for a working grid is immediate. The full complexities of grid implementation and operation in such a large virtual organization in a data-intensive and computation-intensive environment will be observed and debugged here first.
To summarize, this project’s intellectual merits lie in the leading-edge grid research needed to confront real operational issues within the intense environment of an ongoing top-priority international experiment. The primary emphasis of the project is to make cutting-edge computer-science grid research, in particular a novel grid file system, yield the tangible benefits of operability in a real-world environment.
1.3
Project Relation to Other Grid Research
[Explain the software that these projects have developed that we are going to integrate with ours and with SAM, not just the names of the projects.]







There are three major grid efforts in the U.S.: GriPhyN (Grid Physics Network, NSF-funded) [1], iVDGL (International Virtual Data Grid Laboratory, NSF-funded) [2], and PPDG (Particle Physics Data Grid, DOE-funded) [3]. These groups work together to meet the grid needs of U.S. physics experiments through the Trillium collaboration. The GriPhyN project xxxxxxxxxx xxxxxxxxx xxxxxxx. The iVDGL project is a global data grid that will xxxxxxxx xxxxxxx xxxxxxxxx. Its computing, storage and networking resources in the U.S., Europe, Asia, and South America aim to provide a laboratory for testing and validating grid technologies at global scales. The PPDG collaboration was formed in 1999 to satisfy the need for data-intensive grid services to enable the worldwide distributed-computing model of current and future high-energy and nuclear physics experiments. It has developed some data-grid architecture as well as evaluated prototype grid middleware. The DØ collaboration is a member of PPDG.

[Rewrite with details.] 

There are other existing research efforts in the area of grid monitoring and scheduling that we have examined and feel do not meet our needs. Some are discussed further in the project objectives section below including the Silver project [8], and the Maui scheduler [9]. Condor [10] is an important workload management system used within domains, and the Condor “flocking” technology may provide some useful concepts for distributed scheduling, though such features are not yet available in Condor-G. Several strong grid-monitoring projects are in place, including the DIDC (Data Intensive Distributed Computing Research Group, Lawrence Berkeley National Laboratory), [11], and IEPM (Internet End-to-end Performance Monitoring project) [12] and we plan to use tools provided by them when applicable and integrate them as necessary with our own.
[The section above needs beefing up.]
2 Project Environment

2.1
Abstraction of the DØ Experiment














The DØ experiment is a large collection of virtual working groups (VWG), communities characterized by shared scientific goals and the use of common computing tools and data formats. These groups pursue topics such as particle-physics analyses, algorithm development, data calibration, detector-geometry alignment, simulated-event generation, or various short-lived intervention task forces. There are approximately fifty VWGs in DØ at any one time, with membership ranging from 5 to 100 people. Some are globally distributed, and many overlap significantly. Most physicists are members of several VWGs. The analysis model is based around three data formats, shown in Table 1, which are used to varying degree by each VWG. The formats are differentiated by the amount of primary data included and the number of processing iterations needed to generate them.
	Data Format
	Event Size
[kilobytes]
	Dataset Size
[petabytes]
	No. of Versions
	No. of Copies

	Primary
	250
	3.6
	1
	2

	Secondary
	20
	2.2
	1
	A few

	Tertiary
	20–75
	2.6
	A few per VWG
	Many


Table 1
Data formats for the DØ experiment. Dataset size is for 2001 to 2008.
The DØ computing model may be considered as a function of three orthogonal resources: processing intensity, data-caching intensity, and network intensity. The network activity is subdivided into star and mesh topologies, depending on the nature of the user access to the data. We have identified seven representative use cases from the many VWG activities, described here.
1.
Analysis Type 1.  Physics analyses that require the identification of a particular type of elementary particle using fitted tracks and vertices have the highest processing needs, with low data-caching and network requirements (star topology). The complexity of the computational tasks will increase exponentially over the lifetime of the experiment since the number of proton-antiproton collisions occurring simultaneously will rise significantly and this increases the pattern recognition problems when reconstructing the tracks and vertices.
2.
Analysis Type 2.  Physics analyses that study the most common types of particles produced in the experiment have low processing requirements, but very high data-caching and networking needs (mesh topology). The events are relatively simple to reconstruct, but they form the vast majority of the primary dataset.
3.
Primary Data Reprocessing.  There will be several times during the lifetime of the experiment when all the primary data must be reprocessed with the latest version of the event reconstruction code. More often, subsets of the primary data will be reprocessed. The secondary and tertiary datasets are then regenerated. This use case has the very highest data-caching, processing, and network resource needs (mesh topology).
4.
Data Copying and Skimming.  These tasks occur asynchronously, grid-wide. Entire large datasets may need to be reproduced at new locations, including being split up and copied in parts to many locations simultaneously. Data skimming refers to the process of reading all the secondary events to select an interesting subset for further analysis. These tasks each require essentially no processing resources but have very high data-caching and network needs (star topology).
5.
Derived Data Production.  Virtual working groups will generate their own tertiary datasets every few weeks and months, starting from preselected subsets of the secondary data. This activity has relatively low processing needs, but high data-caching and network requirements (mesh topology).

6.
Code Production.  There are weekly builds of the entire event reconstruction software to include all algorithm development and big fixes. The new code is then installed on multiple systems to contrinue the development and for use in analysis. This activity has medium data-caching requirements (for the files) and high processing needs, and medium network usage (during code distribution) (star topology).
7.
Videostreaming.  Streaming of video images and associated audio is used for meetings of the virtual working groups and also for 24/7 detector control-room shifts by physicists not located at Fermilab. This activity has low processing and data-caching requirements, but high network needs (star topology).
These use cases are summarized in Table 2, which also includes information about the relative job duration for each case and their frequency.




	
	
	
	
	
	

	
	
	
	
	
	

	
	
	
	
	
	

	
	
	
	
	
	



















	Use Case
	CPU Need
	Data-Caching Need
	Network Need
	Network Topology
	Dataset Accessed
	Job Duration
	No. of Jobs

per Process
per VWG
	Job Periodicity

	Analysis 1
	high
	low
	low
	star
	(20%
	minutes – days
	~1,000’s
	continuous

	Analysis 2
	low
	high
	high
	mesh
	(80%
	minutes – days
	~1,000’s
	continuous

	Data Reprocessing
	high
	high
	high
	mesh
	(100%
	days
	~1,000’s
	once / year

	Data Copying
	low
	high
	high
	star
	( 100%
	seconds– minutes
	~10,000’s
	continuous

	Data Derivation
	low
	high
	high
	mesh
	( 80%
	hours
	~1,000’s
	four times / year

	Code Production
	high
	medium
	medium
	star
	n/a
	hours
	few
	weekly

	Video
	low
	none
	high
	star
	n/a
	n/a
	~1,000’s
	continuous


Table 2
Summary of representative use cases for the DØ experiment.

It is essential for DØ physicists to be able to assign priorities for the access to resources by the VWGs, both between the VWGs and within each VWG. The priorities depend on many variables, and may be allocated as a fraction of the most-scarce resource, usually CPU processing time. Many priorities will vary with a periodicity of weeks. Within this relatively coarse priority layer, the grid job scheduler should have freedom to juggle the resource allocations between the tasks of the various VWGs. Of course, political, financial, and contractual considerations might favor or disfavor particular sites’ resource availability at any time. Finally, there will be periods of predictable increase in activity, especially of the mesh sort involving many sites, typically in the months and weeks immediately preceding important academic conferences (twice a year), which would affect all VWGs and could lead to a lockup of CPU and network resources. Because of the overall complexity of this system, automatically-triggered failover scenarios to relieve system frustration in the face of overwhelming job requests must be designed and implemented.
2.2
The Computing Environment at the DØ Experiment
There are ongoing grid research projects within both the DØ experiment and the Fermilab Computing Division. These efforts are built on a custom data-handling system in use at DØ. They have recently been expanded to include development of a complete job-management and distributed-data-handling system.
1.
Data Delivery and Management.  DØ and Fermilab personnel have made a unique contribution to data handling with the development of the Sequential Access to data via Metadata system (SAM) [6]. It was developed for data delivery and management for the DØ experiment with a distributed architecture that makes it particularly applicable to a grid environment. SAM recognizes all data types on any medium. Files are characterized by unique metadata written to a common catalog implemented in an Oracle database. SAM uses a distributed architecture with CORBA [7] as its underlying framework, which allows for unlimited scaling throughout the lifetime of the experiment. The fundamental component of SAM is the station, a collection of processors and cache existing locally to a group of users. It is the station that is deployed to all DØ remote sites and clusters. The server in each station provides: (i) storage and retrieval of data files to and from mass storage systems as well as caches in other stations; (ii) management of data stored on cache under its control; and (iii) launching of project managers that oversee the processing of data requested by users. Stations communicate with one another and with mass storage systems that may be local or distributed. SAM has been in use for the past three years and has hardened into a robust system. Currently there are over 500 registered SAM users with 330 registered nodes.

2.
Grid Job Management.  Fermilab personnel are developing the Job and Information Management project (JIM) [8]. It is designed to provide job submission and management tools and information services in a grid environment utilizing the SAM data management system. JIM is a PPDG-funded project and the combination of SAM and JIM is referred to as SAM-Grid [9]. Features of SAM-Grid include: (i) remote job-submission via Condor-G [10] and a Globus [11] layered system; (ii) grid job-brokering based on the amount of data cached at participating sites; and (iii) web-based monitoring of grid systems and jobs [12]. These features utilize JDL (Job Description Language), various Condor monitoring and information services supported with rudimentary sensors at each site, and a standard GSI (Grid Security Infrastructure) authentication system. A prototype version was demonstrated in November 2002 [13]. Thirteen sites in the U.S., Korea, Germany, and the U.K. participated in the demonstration, submitting analysis and test jobs and collecting results from the grid to a web-accessible area for display. Among the collaborating sites were four from this proposal (FNAL, MSU, UM, and UTA). The demonstration was a success not only in providing a proof of concept but also for experience with distributed software installation.
3 Project Objectives

3.1
A Secure Grid File System
We propose to work with Network File System version 4 (NFSv4) [5], the emerging standard for secure, reliable wide-area distributed file operations, to develop a secure and scalable grid file system. NFSv4 is a major new version of the NFS protocol, resolving earlier limitations that inhibited its use in wide-area networks.

3.1.1
Why NFSv4?

NFSv4 contributes to the goals of this proposal in several ways. First, the NFSv4 protocol improves performance while maintaining consistency via its delegation and compound RPC (Remote Procedure Call) features. NFSv4 provides a mechanism by which a client can be delegated control over a file: all client accesses can be satisfied by a locally cached copy, and consistent access is assured while obviating the need to contact the server. NFSv4 goes further by defining a compound-RPC mechanism that allows bundling multiple RPC requests into a single network transit.

Second, NFSv4 addresses security by requiring an Internet standard extension, called RPCSEC_GSS, to be added to ONC (Open Network Computing), the NFS’s RPC layer. This marries the Internet standard GSS-API (Generic Security Service Application Process Interface) to ONC. RPCSEC_GSS supports strong user authentication and integrity and privacy controls of RPC data, using either Kerberos V [14] or LIPKEY (Low Infrastructure Public Key). In addition, NFSv4 authorizes access to files and directories via access control lists.

Third, NFSv4 is designed to operate efficiently in wide-area networks, where large latencies and dropped packets are the norm; compound RPC and delegation are especially effective here. In addition, NFSv4 supports global naming of files via a server-controlled mechanism that dictates the placement of NFSv4 mounts in a client name space, and supports global user names via Kerberos user@realm style and X.509 distinguished names.

Other candidates, such as NFS, AFS, and FTP-based systems, do not provide the sharing consistency, wide-area performance, user management, and protocol extensibility features of NFSv4, as well as the ability to leverage ongoing work as described below, and are not considered further.

3.1.2
CITI and NFSv4

This proposal leverages considerable work performed at the Center for Information Technology Integration (CITI) at the University of Michigan. Since 1999, CITI students and technical staff have been engaged in the development of an NFSv4 reference implementation in joint efforts with industrial partners Sun Microsystems and Network Appliance. CITI has participated in a series of interoperability “bakeoffs” with Sun, Network Appliance, and Hummingbird, fully achieving its goal of providing early, complete implementations to flush out ambiguities in the specification and to provide a path for the industrial implementations to follow. A Linux-2.4.18 version of NFSv4 [15] that passes all Connectathon [16] tests is available, as is a pre-alpha OpenBSD version [17]. A full reimplementation for Linux 2.5.x emphasizing performance is underway, with agreement reached for insertion of our code into the Linux kernel. We expect this work, as well as a back-port to 2.4.18, to be completed by summer 2003. The results and expertise developed during this effort are highly synergistic with this portion of our proposal, and we expect to draw heavily upon them.

In addition, CITI has embarked on an ambitious effort to apply NFSv4 technologies at a grid-level scale. Supported by the ASCI Tri-Lab, CITI is designing an NFSv4 front-end to a cluster-wide file system [18]. NFSv4 clients running on cluster computer nodes access NFSv4 servers running on I/O nodes and fronting GPFS (General Parallel File System) backend file systems. The intent is to support scalable parallel I/O from GPFS through multiple data streams back to the applications. A metadata server provides efficient namespace and shared lock state management. There is considerable synergy with this project as well.

3.1.3
Use Cases

NFSv4 technology is immediately applicable to the SAM-Grid. One common computing configuration for SAM stations consists of a Linux Beowulf cluster in which all nodes share a set of disks and communicate via a private network. This is a popular configuration because it is easy to share with other virtual organizations. Configurations of this nature face serious scalability and performance problems as the number of nodes approaches several hundred, as shared disk capacity becomes many terabytes, and data throughputs reach gigabits per second rates. NFSv4 addresses these issues in two areas: as SAM data are read-only, delegation is especially efficient, and NFSv4 does not require the transfer of an entire file before the application is allowed to begin accessing the file’s data. 

In the current SAM-Grid system, a user’s grid certificate is used to authorize job submission, use of processor resources, and other coarse-grained activities. However, the use of local disk resources is uncontrolled. NFSv4 limits grid users to those disk resources for which they are authorized, and permits the operation of a host system mostly and potentially entirely from NFSv4-mounted file systems, limiting damage from misbehaved applications and thus reducing system administrator workload. Furthermore, NFSv4 can secure users’ data in transit, enhancing security especially in wide-area deployments.

SAM caches files throughout a network of SAM stations, using standard and specialized point-to-point protocols to transfer whole files; a cache can fetch a file from another cache as well as from an origin server. The cache contents are managed to accumulate files at computing clusters that need them. This has two implications. First, NFSv4 can provide access to data without forcing whole-file transfers for non-sequential data organizations such as ROOT-formatted files [19]. Second, NFSv4 allows access to the file system beyond the conventional computing cluster, enabling researchers at their desktops to access file system data directly over the wide area network (WAN). In the latter case, WAN access must be integrated with the existing station scheduling policy, so the station is aware of files in the NFSv4 cache when assigning processing priority; the use of NFSv4 in multilevel caches and the full implication of the NFSv4 global name space to grid computing relationship needs to be more fully explored and understood.

3.1.4
Work Plan
Using the existing SAM station architecture as a starting point, our first goal is to implement a SAM station that employs NFSv4 for worker-node access to experimental data cached at the station, and to compare its performance with that of the existing implementation. We plan to construct a small testbed at CITI for this work.

We shall study the SAM multi-level caching model, focusing on the caching strategies employed, and measure cache hit rates in a production environment. A previous CITI study, while somewhat dated, summarizes the caching strategy landscape as applied to file systems backed by mass storage devices [20].

We shall explore the suitability of NFSv4 in the wide-area grid-computing environment by investigating the replacement or augmentation of the existing SAM multi-level cache with an NFSv4 based cache.

If the performance evaluations show NFSv4 to be beneficial to SAM station operation, we plan to deploy our work to a production SAM site and subsequently to the grid as part of a standard software configuration.

3.2
Monitoring and Information Services, Fault Tolerance and Distributed Scheduling

[Merge the following two sections and cut them down a lot, and retitle it. Structure the text as in section 3.1 above (use: 3.1.1 etc)]




3.1 Monitoring and Information Services 

Grid environments involve large-scale sharing of resources between many virtual organizations (VOs). These VOs are typically conglomerations of individuals and institutions. Effective use of resources requires mechanisms that enable continuous discovery and monitoring of grid-entities (resources, services and activities). Many characteristics of grid-entities are fast-changing (such as processor usage or the utilization of network segments) and often geographically-distributed. Information services and monitoring form a critical part of a grid infrastructure and allow a more planned and regulated utilization of grid resources. Critical aspects of a grid monitoring system include: a) dynamic discovery of resources b) characterization and aggregation of grid-entities c) information collection on grid users, e) monitoring performance, and f) troubleshooting.
The following list describes important research issues to be addressed in this project for monitoring and information services:

Distributed grid monitoring is a challenging task because poor reliability and network failure are the rule rather than the exception when dealing with globally distributed computing resources Robustness depends on:

The information services are themselves distributed, and geographically reside as close to the individual components of a grid as possible. 

The monitoring is performed in a decentralized manner under the constraints of the underlying resources’ architecture.

A grid monitoring system should therefore, make sure that unavailable or unreachable services and resources do not interfere with its normal function. 

Monitoring data needs to be comparable across heterogeneous systems, i.e., measurements and metrics must follow a standard framework. For example, a standard load measuring model must be precisely defined so it can be measured uniformly across heterogeneous systems. Such measurement must be available through standardized interfaces and protocols.

Push, pull, and subscription based models can be used for monitoring data and information dissemination. The pull model can be exemplified with an XQuery over a distributed collection of resources described in XML. Subscription based models envisioned in JAMM or GRMA may offer benefits. The proper selection of the model, possibly including hybrid approaches, is an important and current research problem to be investigated. 

Peer-to-peer technologies, developed in distributed file systems (such as Kazaa), may offer advantages for the decentralized discovery of grid resources and services. 

We will design and investigate monitoring and sensor design approaches, protocols and algorithms to address all of the above research problems.
We will investigate the deployment of the “Monitors and Beacons” system, currently reaching completion at UM. The framework and authentication code has been written by UM Center for Information Technology Integration (CITI) to support existing standards and tools and will run within a set of specially configured PC stations strategically placed within the physical grid network across UM campus. As designed, the system is both an active and passive network tool for the localization of network difficulties. The framework is sufficiently modular to allow for the inclusion of other sensor information. We will explore the incorporation of job status, cluster status, and other statistics order to provide a compete picture of the health and operation of Grid-DØ. Having a single system for all monitoring will greatly simplify our overall operational tasks.

3.2
Fault-Tolerance, Distributed Scheduling
Add a few sentences to state why this is important for DØ Grid…

A scheduler is a mechanism that assigns a set of consumers to a set of resources under a collection of rules or policies [1]. Therefore, the behavior of a scheduling system is directly affected by these policies. Although scheduling up until recently has been mostly associated with CPU scheduling, the emergence of “the Grid” requires rethinking the scheduler’s role. Thus, scheduling must be extended to cover not only the assignment of computing resources, but also dynamic and advance scheduling of storage/data transfers, bandwidth. Furthermore, job scheduling and communication path adjustments for grid resources are mostly performed by centralized paradigms [References] that make decisions based on global information. The capabilities of such approaches are determined statically at job submission time, thus their ability to react to the dynamics of the environment is limited.

Super-schedulers [Condor-G, Nimrod-G, Silver, Globus 3] are recent advances in grid scheduling, enabling job scheduling over several autonomously managed grid segments.  These current non-centralized super-scheduling approaches do not scale well in large grid structures, since the protocols upon which they are built are not truly distributed. A super‑scheduler does not necessarily own all the resources and therefore does not have control over them. For example, Silver is a super-scheduler that tries to balance workload across independent administrative domains. The underlying usage policies are set by the local domain administrators, i.e., it assigns advance reservation of jobs based on periodic exchange of allocations across the peering domains. However, Silver is meant to be used within a campus or enterprise environment; it is not designed to be scalable across a wide-area grid. Furthermore, these non-centralized scheduling protocols base their scheduling decisions on a very limited subset of the information known about the available resources.

 In the context of a science grid, applications can be extremely CPU, network or storage bound. For example, database query operations do not require a significant amount of network resources yet they are IO and CPU intensive. In contrast some simulations may require fetching large amounts of data into the job execution machine utilizing the network. 
The distributed scheduling task deals with establishing a large-scale cluster and grid computing system software, where each node participates in the sub-optimal scheduling and resource allocation based on respective local information. Distributed scheduling algorithms are characterized by heterogeneous decentralized control and have self-organizational abilities that allow them to cope with the extreme dynamics of their operating environment.

One primary goal of distributed scheduling on a grid is to minimize the turnaround time of jobs over the entire grid without centralized control. More precisely, for very large grids to provide users with the most benefits, the following issues need to be researched and investigated: 

One of the important aspects of our scheduling framework is the inclusion of fine-grained information collected from the monitoring and information systems within a grid. We consider integration of monitoring and scheduling as a requirement to improve stability and fault-tolerance of Computing Grids. Therefore, the scheduler framework will employ an approach that includes such monitoring data. Jobs submitted to the grid may need large amounts of input from distant grid members and may need to produce large amounts of data to the storage of a third cluster. The cost function associated with scheduling a job includes multiple parameters - some are fed by the monitoring and information systems and some are directly related to the job itself. A good scheduling algorithm makes the decision on where to schedule the job by trying to minimize the associated cost function while satisfying all constraints. Depending on the availability of resources and the properties of the job, this can require, a) moving the application code to the cluster where the data is located, b) moving the data to the location of the job’s code, or c) moving both the data and the application code to an underutilized computational resource. In order to study efficient means of solving such problems, we will investigate linear programming, genetic algorithms and heuristic algorithms for multi-parameter optimization.
Jobs could have different priorities based on user rights and user preferences and/or local policies. More precisely, an entity operating an autonomous cluster can make the cluster’s resources available to several groups of users by “signing” service contracts with them. For example a particular cluster may make 50% of its computational, 30% of its storage and 40% of its network resources available to the DØ experiment while dividing up the remaining resources between the human genome project and local jobs. These agreements can specify minimum and maximum levels of resource sharing with each user group. Resources “exported” in this way to user groups can be then subdivided by the respective group, e.g., by the current importance of sub-group jobs. 
Users belonging to different groups may require the system to provide them with service level contracts ( for example when their jobs will be expected to finish). The grid can offer best effort services to those who need the resources but are not constrained by time while satisfying current and pending contracts. Contracts can be requested by the user or offered by the system. 
In order to sign/satisfy user level contracts, the scheduling system must attempt to predict the future resource usage of the local clusters. Such estimates need to be based on previous usage patterns/past requirements at various time resolutions, e.g., if the past week the job intensity of a group was increasing we can expect this trend to continue, or if a conference deadline of a group is coming soon the system has to make sure that these high priority jobs will have resources available while not compromising the current contracts with other users.
At the submission time of the jobs the scheduling system has to have a good estimate on the complexity of the job. This estimate can be based on the past experience with the same job or can be provided by the users. If the user does not provide a good estimate (he did not run the job previously to figure out its complexity) and underestimates the jobs needs, the scheduling can inform and, when necessary, penalize the user by breaking the contract. 
Since local schedulers come in different frameworks such as LSF, PBS, Maui, LoadLeveler; a protocol for a distributed scheduler must employ a more general (or meta-level) schema for describing resources and costs, that can be advertised to a scheduler’s neighbors. We will investigate the use of XML and OGSA to specify such schemas.
Our goal is to perform original research to investigate and design distributed protocols and algorithms addressing the issues and scenarios above. Tools to be used will include optimization heuristics to optimize cost functions considering multiple parameters for job scheduling in computational grids with geographically separated multiple heterogeneous 

clusters.
3.3
Integration, Testing, Deployment, and User Education

[Rewrite the following section to emphasize the research aspect, to understand the interaction between large virtual organizations and computing grid, to provide a platform to test and improve grid tools, etc]
A significant part of the Grid-DØ project is to get a working grid in use at the DØ Experiment as early as possible. It will be much too late to wait until the end of the project to deploy a finished working product; many interim stages must be implemented before then in a manner that enhances and does not disrupt the ongoing work of the collaboration. We intend to assign two full time people to make this happen. They will work closely with the DØ grid people and SAM people based at Fermilab. There are several aspects that have to be addressed in order to achieve an operational grid at DØ:

1.
Integration. The data are stored in the SAM replica catalog. This was developed and implemented by DØ before standards for replica management were agreed on by the GGF. We need to write an interface that converts SAM-format data to the standard format, so that SAM can be used at standards-compliant sites within our grid. We also need to integrate the new grid monitoring software prepared under this project with JIM, the existing prototype grid monitoring software developed to work with SAM. This interface also has to be standards-compliant.
[Some text from elsewhere that probably belongs here in some form] As part of this project, we will explore transitioning of the existing components of the SAM-Grid system to Web Services and the Open Grid Services Architecture (OGSA) [Grid physiology paper]. All new components will be built with this architecture. Moving this to a more distributed topology employing web services will provide additional interoperability, scalability, and reliability. 

2.
Testing. In order not to upset the usage of the existing computing infrastructure by hundreds of people each time a new version of the software developed under this proposal is considered ready for use, we will first carry out a comprehensive program of testing and evaluation. This will include the code installation (both the procedure and the documentation of that procedure) and code performance under load. We will test in two manners. We intend to investigate the use of the grid simulation software GridSim [cite: http://www.cs.mu.oz.au/~raj/grids/gridsim] to model DØ’s usage of the grid and the impact of new scheduling algorithms and resource additions or failures on performance. We will also install the new software on functioning private nodes of DØ’s grid at Michigan State University and at the University of California, Riverside, and develop sets of automatic tests to stress the system under load and monitor the performance.

3.
Deployment. We shall develop quasi-automatic installation procedures for the grid software developed for DØ and document and test them. A well-thought-out plan for how and when all nodes of the grid update their software is essential for seamless operation. Once we are certain that every aspect of the software performance has been tested and operates as designed, then it should be put into use as soon as possible to facilitate the physics research goals of the DØ experiment and the most efficient use of scarce resources to meet those goals.

4.
Education. Once new versions of the software are implemented, there needs to be a carefully designed set of support materials in place so that users can make optimal use of all new features of the software straight away. We shall write online manuals for the software and provide tutorials to the collaboration as necessary to help novice users become experts in a rapid manner. The nature of a large collaboration with many graduate students and postdoctoral researchers is a fast turnover of such people with new ones joining the effort every month. It must be transparent and natural to use the resources of the grid for such people without a high threshold for becoming competent. The grid resources must also be protected from user ignorance of how many jobs to run at once for example, so that this is automatically regulated. Users need to be aware of these limitations in order to be able to plan their research methods and goals and this will form part of the online user information.

The deployment and education goals will be partially served with a custom web site within the DØ domain, dedicated to explaining the grid software to existing and potential resource sites within the grid, and to new and expert users of the grid. This web site will have a specific DØ focus for the collaboration needs. It will be tightly coupled to a public web site for sharing the results of our grid research with the global grid community.

3.4
Broader Impact































1.
Advance Discovery and Understanding While Promoting Teaching, Training and Learning. The primary educational role of this proposal is the training of about a dozen new graduate students (both Ph.D. and M.S.) in the cutting edge computer science topic of grid research. In addition to those students directly funded by this project, hundreds of graduate students will be exposed to grid research through the use of a mature grid at the DØ experiment in their high-energy physics data-analysis projects, and through new courses in computer science and physics to be developed at UM and UTA. Since grid software is a rapidly growing field, this training should be highly relevant to these students for their future careers in industry or academia.

2.
Broaden Participation of Underrepresented Groups. (i) MSU, UM, and UTA are participants in the NSF-funded Research Experience for Undergraduates (REU) student program which will allow about 15 students of diverse backgrounds to be mentored in an intensive summer research program in grid computing. (ii) At UM, the Undergraduate Research Opportunity Program (UROP) creates research partnerships between first and second year students and faculty and staff to improve the retention and academic achievement of underrepresented students on the university campus. This project will enable UM faculty to apply for supplementary research funding to support 10 UROP students. (iii) UTA has more than 8,000 minority students and this proposal will allow UTA faculty to pursue grant proposals to the NSF-CCLI (Course, Curriculum, and Laboratory Improvement) and NSF-CRCD (Combined Research-Curriculum Development) programs to help some of them.

3.
Enhance Infrastructure for Research and Education. (i) The work done under this proposal will significantly enhance the infrastructure of the DØ collaboration for research and will have an enormous impact on the output of that experiment. Without a full set of functioning grid tools integrated with DØ’s SAM database, and optimized for the many types of use cases running at once, it will not be possible to analyze the full multi-petabyte dataset. (ii) The software from this grid project can be used by other running high-energy physics experiments immediately, and so the impact of our research on the physics results from this field will be wide reaching. (iii) This proposal’s research will also enhance the infrastructure for education through the Quarknet program. UTA, MSU, and UCR are member institutions of this NSF-funded program, which is now in its fifth year and includes national laboratories and over forty universities. The program brings high-school science teachers to campuses to learn about high-energy physics, become familiar with leading research activities, and then convey the excitement of this research back to their students. Grid computing will become an important component of this program, and will allow some of the teachers and high school students to participate in data-analysis projects. (iv) The TECOSE (TExas Cosmic Observations by School Experimenters) project with UTA will benefit from the grid research in this proposal. It is part of an international program to have high school students participate directly in research on the origin of ultra-high energy cosmic rays, through a network of detectors mounted on the roofs of high schools. The data collected with this detector array can be interactively analyzed by the students through high-statistics data-visualization using grid access to the UTA computing resources.

[Rewrite the following paragraph]

4.
Broad Dissemination to Enhance Scientific and Technological Understanding. Our grid research will be made available to the global grid research community. A very large number of grid research projects are underway [cite: http://www.enterthegrid.com] and our innovative approaches to scalability of scheduling and monitoring of data-intensive processing will be shared with other developers to enhance the productivity of their grids in many different research fields. We shall ensure the availability of our work by our membership of GGF through the PPDG, via presentations of the results at grid-computing and high-energy-physics conferences, and by the development of a high-quality web site dedicated to making the software available together with the installation tools, novel test packages, documentation and tutorials. We shall work with other grid projects wherever possible, and our improvements to their code will be shared with the authors. 

5.
Benefits to Society. Grid computing opens up the resources of the world’s computers to anyone with a local computer and internet connection. No longer must one be associated with a top university with supercomputer facilities in order to perform scientific computational research or for any of the many other growing uses of the grid (medical applications, national security issues, etc). This geographical democratization of resources will allow people to do this work in local communities in any part of the country (or indeed world) without having to relocate to resource-rich centers. The potential for making accessible such resources so widely has not yet been fully explored but is sure to have profound consequences in many broad areas of life.

4 Project Implementation

4.1
Schedule and Milestones
[Rewrite the following section]


Year 1 Deliverables 
Documents: a) Code sharing and documentation ground rules for the project, b) plan for converting existing SAM-Grid to use web services, c) integration and testing procedure, d) requirements for and design of distributed monitoring framework, e) requirements for scheduling in the SAM-Grid system for DØ, f) multi-level caching needs and strategies for DØ and HEP in general, g) grid file system using NFSv4 security model, h) requirements for SAM-Grid to employ NFSv4 effectively on the WAN. 

Implementation: a) NFSv4 testbed at CITI to evaluate with SAM station , b) additional caching instrumentation for existing SAM system, c) prototype distributed monitoring framework and directory service , d) test facilities at MSU and Riverside, e) Network monitoring box at MSU for diagnostics and use with monitoring and scheduling, f) transition to use Globus Toolkit v3 enabling limited use of web services in SAM-Grid, g) tool kit and procedures for code deployment and configuration. 

Test and Deploy: a) small changes to existing SAM-Grid, b) exercise the test and deployment system.

Year 2 Deliverables

Documents: a) monitoring results and the use of this information in scheduling, b) monitoring schema and metrics for a grid information service, c) multi-parameter, distributed scheduling design, d) evaluation of algorithms for scheduling in a grid environment, e) multi-level caching experience at the DØ experiment (based on instrumentation installed in year 1) , f) NFSv4 performance and scalability in a large cluster environment, g) requirements of NFSv4 to build a diskless server environment for secure grid access. 
Implementations: a) multi parameter scheduler using information from monitoring system, b) features needed in NFSv4 to build a diskless server, c) changes needed in SAM station server to accommodate global namespace and WAN caching features provided by NFSv4 d) Existing SAM CORBA framework transitioned to web services. 
Test and deploy: a) First deployment of monitoring system to DØ grid system for production, b) First deployment of prototype scheduler to DØ Grid for production and observation, c) NFSv4 deployment to one or two DØ processing centers for evaluation – Central Analysis Backend at FNAL, CLueDØ, UTA farm, Grid Computing Center Karlsruhe (GridKa) in Germany are candidates, d) deploy additional network monitoring beacon boxes at DØ Regional Centers.

Year 3 Deliverables

Documents: a) experience with multi-parameter distributed scheduling in a large operational production grid, b) network monitoring statistics and experience from the DØ grid system, c) employing network measurements in distributed scheduling, d) Use of diskless servers as secure computing resources on the grid, e) requirements and plans for interoperation with existing grids outside the DØ system.
Implementation: a) fully functional distributed scheduler and monitoring grid system, b) Needed features in NFSv4 or SAM-Grid for use in diskless servers or WAN operation, c) feature changes needed for interoperability with other grid systems. 
Test and Deploy: a) additional monitoring and scheduling features deployed to DØ system, b) additional sites for NFSv4 within the DØ collaboration, c) Use of NSFv4 on diskless servers at selected DØ sites, d) Expand beacon boxes to all interested DØ sites, e) Integrated use of NFSv4 with SAM-Grid for optimal data access of selected data sets.

Year 4 Deliverables

Documents: a) operational experience with scheduling and fault tolerance in a large grid system, b) operational experience with a mature information service in a large grid system, c) interoperation with other HEP grids, d) Grid interoperation within the DØ and M-GRID systems, e) Operational experience with NFSv4 in a grid system for data delivery and caching, f) Operational experience using NFSv4 as a secure file system in a grid system, g) Users Manual for the system, h) System Administration Manual for the system. 
Implementation: a) Final versions for all software, information services, distributed scheduler, NFSv4, and SAM-Grid components, b) additional tools needed for ongoing operation of the DØ Grid. 
Test and Deploy: a) Final versions for all components, b) NFSv4 deployed to all DØ Sites, c) Review and test all documented user and administration procedures.

4.2
International Collaboration

One of the reasons to collaborate with the DØ experiment is that it is ideally suited for exploring the potential of grid computing across national boundaries. About half of the participants in DØ come from overseas. Many of the foreign collaborators have significant involvement in grid research. Several home countries of DØ collaborating institutions have established large computing centers in preparation for the future generation of particle physics experiments at the Large Hadron Collider, CERN, Switzerland. These centers are currently serving ongoing experiments such as DØ. Therefore, working with DØ’s foreign collaborators is a must to ensure interoperability and mutual acceptance of security certificates and so on. DØ’s international collaborators connected with this proposal are listed here:

France: 
Dr. Patrice Lebrun of the Institut de Physique Nucléaire de Lyon. 
Dr. Lebrun plans to work on integrating the CCIN2P3 center (Centre du Calcul, Institut National de Physique Nucléaire et de Physique des Particules) in Lyon into DØ’s grid.
Germany: Prof. Peter Mattig, University of Wuppertal. Prof. Mattig leads the Germany effort to utilize the GridKa (Grid Computing Center Karlsruhe) for DØ data production and physics analysis and to integrate it into DØ’s grid.
Netherlands: Dr. Kors Bos, National Institute for Nuclear Physics and High Energy Physics (NIKHEF). NIKHEF is one of the principal contractors in the European DataGrid. Dr. Bos is active in various DataGrid projects and serves as a member of the Project Management Board and Project Technical Board of the DataGrid project.

United Kingdom: 
Dr. Gavin Davies of Imperial College, London, Dr. Iain Bertram of Lancaster University, and Dr. Brian Cox of University of Manchester. Dr. Davies, an assistant professor, has been collaborating with Fermilab on the SAM-Grid project and leads the DØ grid effort at Imperial College. Dr. Bertram, also an assistant professor, serves as the DØ representative on the GridPP Experimental Board. Dr. Cox is a PPARC Advanced Research Fellow. He manages the DØ analysis farm at Manchester and is working on the implementation of grid software on the farms for the DØ, ATLAS, and BaBar experiments. 

4.3
Institutional Responsibilities

University of Michigan has overall responsibility for the project, including overseeing the mission and day-to-day management and administrative support and also has the largest role in the grid tool research and development. As the project director, Dr. Jianming Qian of the Department of Physics will coordinate the research projects proposed here, serve as a liaison to the DØ collaboration and to the international collaborators, and manage the education and outreach effort at the university. Dr. Charles Antonelli of the Center for Information Technology Integration (CITI) will lead the exploration and implementation a secure and robust grid file system based on NFSv4. Dr. Abhijit Bose of the Center for Advanced Computing (CAC) of the College of Engineering will perform research on distributed monitoring and information services as well as on a grid scheduler. We expect to leverage significantly ongoing work at the Michigan Grid Research and Infrastructure Development (MGRID) program, CAC, and CITI. 
University of Texas at Arlington is conspicuous by its absence. 
Blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blahblah blah spaceholder blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blahblah blah spaceholder blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah spaceholder blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah blah.
Michigan State University (Prof. Raymond Brock) and the University of California, Riverside (Prof. Ann Heinson) will be jointly responsible for the research outlined in Section 3.3 of this proposal, that is, for integration, testing, and deployment of the software described in Sections 3.1 and 3.2. MSU has set up a small portion of their Linux cluster on campus to function as an independent testbed for DØ grid software. This is one of the first sites participating in Fermilab’s JIM job-monitoring project [8]. UCR has negotiated the use of part of a Beowulf on campus to act as a second testbed. They will use these resources to develop the suite of tests necessary for the new grid software, for simulating the performance of DØ’s Grid, and for developing and testing the quasi-automated deployment mechanisms for installing the software across the full grid without disrupting ongoing activities. They also intend to play a role in the design and creation of the web pages and documentation of the project. MSU proposes to extend the Monitors and Beacons hardware and software framework to capture and display the monitoring and information services for DØ’s grid. They will install a system at Fermilab or on the MSU campus as an extension of the UM effort, expanding it as the monitoring and information effort matures. This work will be carried out by MSU HEP personnel, possibly in conjunction with an MSU graduate student.
Fermi National Accelerator Laboratory’s
 SAM-Grid team consists of Dr. Igor Terekhov, Gabriele Garzoglio, Andrew Baranovski, and Dr. Lee Lueking. This group will continue to develop the concepts and “bridgeware” needed to make the middleware of the grid work for the DØ collaboration. They will work with the participants in this proposal to build and integrate new ideas into the existing framework of SAM-Grid, and initiate changes where required. We anticipate that there will be one or more postdoctoral researchers and several graduate students funded by the proposal who will be resident at Fermilab for extended periods of time. They will be closely integrated with the SAM-Grid team to provide immediate coupling to the existing project for implementing and testing of new ideas. Fermilab will also maintain the code repository for the project and other infrastructure as needed to support the effort. The team at Fermilab has experience working with M.S. students from UTA for the last year, with great success, and we anticipate this program will continue for this project. The Fermilab team also provides a conduit to the PPDG activities in which they have been leaders in the Job Description Language, Job Monitoring, and Monitoring project areas. The DØ representation on the PPDG steering committee will ensure that the results of this project will be shared in the broader grid world.







4.4
Project Management
The participating physicists of this project have been collaborating on the DØ experiment for many years and have considerable experience in working on and managing collaborative projects of this scope and beyond. Moreover, a number of us have been working together to utilize NSF NPACI resources at Michigan for DØ data processing. The physicists and computer scientists at UTA have collaborated extensively on their NSF MRI project. Based on these and other experiences, we plan to put in place the following management entities: a project director, a management council, and a technical coordination group (TCG). Special attention will be paid to foster close collaboration between physicists and IT researchers.


The principal investigator of this proposal, Professor Jianming Qian of the Physics Department of the University of Michigan, will serve as the project director. The director will have the primary responsibility for overseeing the mission of the project, providing oversight of budgetary matters, preparing annual project reports, and will have specific responsibility for the day-to-day operations. 

The management council will consist of one member from each participating institution plus the project director. The council will be chaired by the institutional representatives, rotating annually. The council will meet twice a year at the semi-annual project workshops discussed below to assist the director in managing the project. Specific council responsibilities include annual review of progress and budgetary oversight, as well as the appointment of a technical coordination group and its working subgroup leaders. 
The technical coordination group (TCG) will oversee research aspects of the project. The group will be subdivided into four working groups, one for each project research focus area plus one for education and outreach. The working groups will have two chairs each, one computer scientist and one physicist. The co-chairs of the working groups and the project director make up the TCG. The technical coordination group will meet once a month while working groups may decide their own meeting schedules. Semi-annual project workshops will be scheduled alternatively at collaborating institutions. The workshops will be venues for all participants to discuss progress, prepare reports, and plan for the next six months. 

5 Results from Prior NSF Support

5.1
University of Michigan
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5.2
University of Texas, Arlington



S. Chakravarthy, A. Aslandogan, P. Bergstresser, S. Das, K. De, L. Holder, F. Kamangar, M. Kumar, D. Kung, D. Levine, J.-H. Oh, J. Yu, G. Zaruba, “Acquisition of High-Performance Computing and Information Storage Infrastructure at UTA,” NSF Major Research Instrumentation (MRI) Program Award No: EIA 0216500, $950,000, period: 9/1/2002 to 8/31/2005. 
This project involves the acquisition of a cluster computing facility along with a large amount of storage for collaborative and multi-disciplinary research at UTA and UTSW (University of Texas South Western Medical Center, Dallas). Currently, configurations from different vendors are being evaluated to maximize the system and storage that will be set up as part of this project. In addition to research projects in the Computer Science and Engineering Department, the high-energy physics group is planning to use this infrastructure to form a DØ Computing Center. This grant will provide 300 CPUs and over 50 TB of storage space at its maximum capacity. We anticipate the facility to become operational by summer 2003.

F. Kamangar and B. Shirazi, “Platform-Independent Remote Data Acquisition and Control Over the Internet”, NSF DUE/CCLI, Program Award No. DUE –9950697, 9/1/1999 to 8/31/2002, $55,153. 
The objective of this proposal is to enhance laboratory support for the Senior Design Project course sequence by procuring a suitable laboratory for multi-platform computer-based monitoring and control of the environment over the Internet. Since the start of this project, 22 upper division (Junior/Senior) undergraduate students have participated in the design and implementation of systems related to remote data acquisition and control over the Internet.


5.3
Michigan State University

M. Abolins, R. Brock, J. Linnemann, B. Pope, H. Weerts, “Research in Elementary Particle Physics”, NSF PHY-0140106, $2,191,200, period: 07/1/2002–06/30/2005. T
his is the covering grant for the MSU experimental high-energy physics group, continuous for more than 20 years. Brock has had a variety of hardware and leadership responsibilities within the DØ experiment, most recently co-leading the database/datahandling/datagrid team. He was instrumental in the design and characterization of tiered international sites for distribution of DØ data and coordination of the intellectual resources of the DØ collaboration.  His group pioneered the successful outside-user ClueDØ Linux cluster at Fermilab, which has more than 200 nodes serving 50 institutions. A graduate student of Brock’s has written the L1 and Trigger framework simulation code for the experiment and his postdoctoral researcher has responsibility for all trigger simulation. In addition to experimental physics, in recent years Brock has published in elementary particle physics theory.
5.4
University of California, Riverside
Heinson and Ellison have not had NSF research funding before.
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The University of Michigan expects to draw resources and support from the Michigan Grid Research Infrastructure Development (MGRID) group, the Center for Advanced Computing (CAC), the Center for Information Technology Integration (CITI), and the department of physics. MGRID center is a new cooperative center of faculty and staff from participating units with a central core of technical staff.  The computing resource available for this proposal at CAC is a Linux cluster with 128 dual-CPU AMD Athlon 2000MP nodes with 2GB of system memory per node and a high-bandwidth, low-latency Myrinet interconnect system.  The CAC employs several full-time staff to maintain its systems and network and to provide scientific and programming consultation to its users. CITI has developed a network resource allocation system using strong authentication and fine-grained authorization based on Globus and GARA [ref-needed] and existing group services.  CITI employs and develops students at all levels in its projects. It is expected to leverage the secure file system developed by CITI, NFSv4, and strong authentication work for this proposal. The DØ High Energy Physics group of the physics department operates a Linux PC cluster with a total CPU power of about 15 GHz and a file system of 4 TB.

The High Energy Physics group at the University of Texas at Arlington has a DØ Monte Carlo (MC) production Farm that consists of 50 Pentium III 850 MHz processors running under the Linux operating system.  Since UTA has been one of the major offsite Monte Carlo production centers for DØ (and the only active U.S. MC Farm), it has substantial expertise and manpower in the production of simulated events.  The HEP group is jointly operating another MC farm, in collaboration with CSE colleagues, that consists of 20 Pentium III 850 MHz processors.   The CSE Department operates three clusters of Sun and Pentium workstations and two parallel processing machines that are used for teaching and research and maintains a variety of general-purpose computing equipment, including a Sun UltraSPARC II, Sun SPARC 10, Linux-based PC’s for student Web pages, and Linux-based multiprocessor systems for courses in Parallel Processing.    The MRI grant that has been recently awarded to a joint team of HEP and CSE researcher will provide additional 300 CPUs and over 50 TB of storage space at its maximum capacity to construct a DØ RAC at UTA.

The HEP group at Michigan State University (MSU) operates two Linux clusters, one for students and faculty, and the other as a Grid testbed cluster. The user cluster is composed of 14 CPUs, ranging from 500 MHz to 2 GHz processors and a total of 1.2 TB of storage space.  The Grid testbed cluster has three 2 GHz CPUs with 740 GB of disk space.  In addition, the physics department operates a StorageTek L40 robot with one LTO drive with 15 MByte per second throughput. The DØ group at UC Riverside operates one four-processor Silicon Graphics 2200 computer and 8 desktop/laptop computers for GriDØ development.

Fermilab is currently the main center for all DØ data storage and processing activities. Data storage facilities include two StorageTek robots with approximate capacity of 1 PB each (9940b drive technology density), and one ADIC AML/2 robot equipped with three QuadroTowers for a total capacity of just over 1 Petabyte. The total aggregate data throughput for the tape storage facilities is currently about 150 MB/s and will increase to over twice that when the STK 9940b drive technologies are in place in spring of 2003.  All of the experiments metadata is stored in a High Availability Oracle Database server.  Computing resources include a 240 dual AMD XP1800 processor reconstruction farm, a 176 processor SGI Origin 2000, a 160 node Dual AMD XP1800 analysis farm, and several hundred nodes of various Linux desktops.  The LAN is connected via a Cisco 6509 high-speed router, and the connection to the WAN has recently been upgraded to an OC12 (622 Mbps).  The Fermilab Computing division provides software and operational support for the Mass Storage Systems, Data Handling System, Clusters, and Networks operated on the Fermilab site. 
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Project Objectives 
Over the next four years we propose embarking on a program to significantly improve the work throughput of resources available to the DØ collaboration, while simultaneously simplifying the effort  to install, configure, and maintain them. This is implemented in a three phase program.    First, we are investigating the use of NFSv4 as a file system for two important features, 1) its promise for high performance sharing files within large clusters, and 2) the ability to share data on the wide area network employing its existing security features. Second, we are building a monitoring and information system that will enable us to track more closely the state of each system and the overall health and operation of all systems. This information will be used to study and understand the flow of data and use of  computing resources throughout the existing worldwide network. Third, we will use the information gathered from our experience in the first two areas of work  to model the workflows, and build a scheduling system that will optimize the overall throughput of the global system.  We will use and build upon the existing SAM-Grid system and employ it  as a learning environment and research tool for entirety of this work.

NFSv4 provides many exciting features that make it interesting for our needs. In many existing SAM deployments NFSv2 is used as a way to share data among dozens of  working computers within each cluster. With the current version of NFS, severe scalability problems arise as the number of nodes increases beyond a few dozen, and the data  throughput is quite limited without careful tuning of the configuration or special code which meters the use of the shared data. NFSv4 promises to resolve these issues, and substantially improve the scalability of these configurations. In addition, NFSv4 provides rich authentication and authorization  features which allow us to share important information on the WAN in a secure manor. This enables configuration information to be maintained and monitored for all sites by 1) their site administrators, and 2) by the people troubleshooting and maintaining the overall, worldwide, system. This provides a solution to some of the most vexing problems in global distributed systems, namely configuration control. In addition, with NFSv4 in place, scripts and procedures needed to start jobs at remote sites can be distributed easily and securely to remote processing resources, thus solving another major problem in grid computing. 

In order to monitor the state of each site in our system, and to understand the performance for each site, and the global system in general, additional monitoring framework is needed.  This framework must have several important features. First, it must be scalable since we plan to include dozens of sites and hundreds of nodes and this system must expand to meet our long term needs. Second, it needs to provide reliable information, however in a high rate system some types of transient information may be sacrificed in order to avoid inadvertently throttling the system by monitoring.  Third, it must have an interoperable design, since the information gathered by our information system needs to be presented to other organizations, as many of the resources we use will be shared with other experiments. By using XML to present this information we plan to provide this interoperability with all the generality and simplicity provided through web services. 

With extensive monitoring in place, we will expand our ability to study the existing global installation, and further model the usage patterns.  We will then be able to examine ways to optimize the system through configuration and scheduling. In the existing SAM-Grid system we are already capable of examining data usage patterns [UofC paper], which has helped us understand  cache usage, and data flows throughout the system.   With the extended information system we will begin to look at additional cache, CPU, memory, and network information and compare these with important metrics like data and work throughput.  The research and sociological environment within a HEP  collaboration is complex and contributes to the challenge of this endeavor.  We will simulate the operation of  the global system using real data from our information system as input. With this, we will formulate ideas for optimization through configuration and scheduling. The existing SAM-Grid system provides a mechanism to easily plug in simple scheduling algorithms, and this will enable us to quickly test our hypotheses. We may try to understand scheduling techniques employed by other grid efforts, or  in other  areas of IT, like SMP and cluster environments, and apply them in our context if  applicable. We would also like to explore decentralizing scheduling and job dispatch to improve performance and reliability, if time permits.  

A Secure Grid File System

We propose the investigation of NFSv4, the new, emerging standard for secure, reliable wide-area distributed file operations, as the basis for a secure and scalable grid filesystem. NFSv4 [PSB00] is a major new version of the NFS protocol, resolving earlier limitations that inhibited its use in wide-area networks.

Why NFSv4

NFSv4 contributes to the goals of this proposal in several ways. First, the NFSv4 protocol improves performance while maintaining consistency via its delegation and compound RPC features. NFSv4 provides a mechanism by which a client can be delegated control over a file; all client accesses can be satisfied by a locally cached copy, and consistent access is assured while obviating the need to contact the server. NFSv4 goes further by defining a compound RPC mechanism that allows bundling multiple RPC requests in a single network transit.

Second, NFSv4 addresses security by requiring an Internet standard extension to ONC (the NFS RPC layer) called RPCSEC_GSS. This marries the Internet standard GSS API to ONC. RPCSEC_GSS supports strong user authentication and integrity and privacy controls of RPC data, using either Kerberos V or LIPKEY. In addition, NFSv4 authorizes access to files and directories via access control lists.

Third, NFSv4 is designed to operate efficiently in wide-area networks, where large latencies and dropped packets are the norm; compound RPC and delegation are especially effective here. In addition, NFSv4 supports global naming of files via a server-controlled mechanism that dictates the placement of NFSv4 mounts in a client name space, and supports global user names via Kerberos user@realm style and X.509 distinguished names.

Other candidates, such as NFS, AFS, and FTP-based systems, do not provide the sharing consistency, wide-area performance, user management, and protocol extensibility features of NFSv4, as well as the ability to leverage ongoing work as described below, and are not considered further.

CITI and NFSv4

This proposal leverages considerable work performed at the Center for Information Technology Integration (CITI) at the University of Michigan. Since 1999, CITI students and technical staff have been engaged in the development of an NFSv4 reference implementation in joint efforts with industrial partners Sun and Network Appliance. CITI has participated in a series of interoperability “bakeoffs” with Sun, Network Appliance, and Hummingbird, fully achieving its goal of providing early, complete implementations to flush out ambiguities in the specification and to provide a path for the industrial implementations to follow. A Linux 2.4.18 version of NFSv4 that passes all Connectathon tests is available, as is a pre-alpha OpenBSD version [NFSv4]. A full re-implementation for Linux 2.5.x emphasizing performance is underway, with agreement reached for insertion of our code into the Linux kernel. We expect this work, as well as a back-port to 2.4.18, to be completed by summer 2003. The results and expertise developed during this effort are highly synergistic with the this portion of our proposal, and we expect to draw heavily upon them.

In addition, CITI has embarked on an ambitious effort to apply NFSv4 technologies at a grid-level scale. Supported by the ASCI Tri-Lab, CITI is designing an NFSv4 front-end to a cluster-wide filesystem [ASCI]. NFSv4 clients running on cluster computer nodes access NFSv4 servers running on I/O nodes and fronting GPFS backend filesystems. The intent is to support scalable parallel I/O from GPFS through multiple data streams back to the applications. A metadata server provides efficient namespace and shared lock state management. There is considerable synergy with this project as well.

Use Cases

NFSv4 technology is immediately applicable to the SAM-Grid. One common computing configuration for SAM stations consists of a Linux Beowulf cluster in which all nodes share a set of disks and communicate via a private network. This is a popular configuration because it is easy to share with other VO’s.  Configurations of this nature face serious scalability and performance problems as the number of nodes approaches several hundred, shared disk capacity becomes many terabytes, and data throughputs are in the GB/s. NFSv4 addresses these issues in two areas: as SAM data are read-only, delegation is especially efficient, and NFSv4 does not require the transfer of an entire file before the application is allowed to begin accessing the file’s data. 

A second area where a secure file system could be used for grid computing includes the distribution of configuration. Each site within a grid system has a certain configuration needed to control the infrastructure needed to do work. In the case of DØ, this means the SAM station server needed for  data management, and  an XML file describing what exists at the site and possibly how jobs are to be handled. Conceptually, this is part of a configuration database that must be secured, and  accessible remotely. Having the ability to serve this information through NFSv4 in a secure and controlled fashion provides enormous power to troubleshoot and maintain the grid system for the particular VO. Authorized users may view the configuration  remotely and privileged users, grid developers, and  site administrators,  can edit it easily. This is imperative in such distributed environments and helps to solve  one of the SAM-Grid systems most vexing problems: configuration control on the grid

Another problem which could be resolved, similar to the configuration issue, is the distribution of scripts, executables, and input parameters to start jobs at a processing site. It is  not immediately obvious how to bootstrap a grid job once it gets to an execution site on the grid. There are scripts whose locations and/or contents have to be configured to accomplish this. Usually, some paths to "well-known" scripts are hard-coded somewhere, or in a better scheme, these scripts are stored semi-securely in a database (the CMS exp thinks relational,  SAM-Grid and CDF use XML). This can represent a severe security breach quite unsettling to site administrators since there is no authentication of this code. Using NFSv4 to store this code and serve it to all needed sites provides a secure and simple way to store and distribute  trusted, visible code. Reading this code from a secure file system provides a level of protection that local directories such as "/etc/grid/..." don't. For clarity, this is not the user code, this is grid infra-structure code, that's supplied by the grid developers but must be controlled by local administrators.

In yet another area, the Globus GRAM framework (the "standard" middleware for job management) there is a notion of a job manager, which exists at the execution site and is supposed to handle a grid job there. Among other things,  receives the user executable and submits it to the local batch system, or executes it in a subprocess. The job manager is composed of  shell scripts that are supposed to be configurable to the peculiarities of the local environment. In addition, new job managers may be created that handle "new types" of jobs and/or local execution environments e.g. batch systems. Thus, there is some "grid code" that is to be executed on behalf of each grid  user by the grid middleware. For more indirection levels, these scripts may further execute other wrappers (scripts) that are supposed to exist at the execution sites.  NFSv4 would enable these job manager scripts to be distributed easily and securely to each grid site. 

In the current SAM-Grid system, a user’s grid certificate is used to authorize job submission, use of processor resources, and other coarse-grained activities. However, the use of local disk resources is uncontrolled. NFSv4 limits grid users to those disk resources for which they are authorized, and permits the operation of a host system mostly and potentially entirely from NFSv4-mounted filesystems, limiting damage from misbehaved applications and thus reducing system administrator workload. Furthermore, NFSv4 can secure users’ data in transit, enhancing security especially in wide-area deployments.

SAM caches files throughout a network of SAM stations, using standard and specialized point-to-point protocols to transfer whole files; a cache can fetch a file from another cache as well as from an origin server. The cache contents are managed to accumulate files at computing clusters that need them. This has two implications. First, NFSv4 can provide access to data without forcing whole-file transfers for non-sequential data organizations such as ROOT formatted files. Second, NFSv4 allows access to the filesystem beyond the conventional computing cluster, enabling researchers at their desktops to access filesystem data directly over the WAN. In the latter case, WAN access must be integrated with the existing station scheduling policy, so the station is aware of files in the NFSv4 cache when assigning processing priority; and the use of NFSv4 in multilevel caches and the full implication of the NFSv4 global name space to grid computing need to be more fully explored and understood.

Work Plan

Using the existing SAM station architecture as a starting point, implement a SAM station that employs NFSv4 for worker node access to experimental data cached at the station, and compare its performance to that of the existing implementation. We plan to construct a small testbed at CITI for this work.

Explore the use of NFSv4 to deploy grid configuration, bootstrap, and job management scripts  to remote processing sites.

Study the SAM multi-level caching model, focusing on the caching strategies employed, and measure cache hit rates in a production environment. A previous CITI study, while somewhat dated, summarizes the caching strategy landscape as applied to filesystems backed by mass storage devices [AH93]. We will explore the suitability of NFSv4 in the wide area grid computing environment by investigating the replacement or augmentation of the existing SAM multi-level cache with an NFSv4 based cache. If the performance evaluations have shown NFSv4 as beneficial to SAM station operation, deploy to a production SAM site and subsequently to the grid as part of a standard software configuration.

Monitoring and Information Services 

Grid environments involve large-scale sharing of resources between many virtual organizations (VOs). These VOs are typically conglomerations of individuals and institutions.  Effective use of resources requires mechanisms that enable continuous discovery and monitoring of grid-entities including resources, services and activities. Many characteristics of grid-entities are fast-changing, such as processor usage or the utilization of network segments, and often geographically-distributed. Information services and monitoring form a critical part of a grid infrastructure and allow a more planned and regulated utilization of grid resources. Critical aspects of a grid monitoring system include: a) dynamic discovery of resources b) characterization and aggregation of grid-entities c) information collection on grid users, e) monitoring performance, and f) troubleshooting. 

Requirements and Research

There are many  requirements for the design of the DØ /SAM Grid monitoring system. The monitoring architecture has to be scalable for deployment in a wide-area network involving hundreds and possibly thousands of computing and storage nodes. Monitoring data should be correct during its intended time window and replicas should be placed and checked for consistency at periodic intervals. The architecture should pose minimum overhead on the participating sites as well as the network.  The monitoring  protocol and messages should not interfere with the scheduled computation and data transfer operations.  The architecture should be flexible and extensible enough so that new schemas and Grid standards can be incorporated easily.  This is an important requirement since the standards for Grid interoperability and monitoring are in very early stages of development and hence, are subject to change.  The flexibility is also important for integrating monitoring tools and schemas that have already been developed.  Finally, the monitoring data should be made available based on a set of access control lists so that only intended users have access to such data. Unauthorized access to such data may result in launch of denial of service attacks or theft of resources in such a system. 

There are many important research issues to be addressed in this project for monitoring and information services. Distributed grid monitoring is a challenging task because poor reliability and network failure are the rule rather than the exception when dealing with globally distributed computing resources. Robustness is a serious issue because, 1) the information services are themselves distributed, and geographically reside as close to the individual components of a grid as possible, and 2)  the monitoring is performed in a decentralized manner under the constraints of the underlying resources’ architecture. A grid monitoring system should therefore, make sure that unavailable or unreachable services and resources do not interfere with its normal function. Monitoring data needs to be comparable across heterogeneous systems, i.e., measurements and metrics must follow a standard framework. For example, a standard load measuring model must be precisely defined so it can be measured uniformly across heterogeneous systems. Such measurement must be available through standardized interfaces and protocols. Push, pull, and subscription based models can be used for monitoring data and information dissemination. The pull model can be exemplified with an XQuery over a distributed collection of resources described in XML. Subscription based models envisioned in JAMM or GRMA may offer benefits. The proper selection of the model, possibly including hybrid approaches, is an important and current research problem to be investigated. Peer-to-peer technologies, developed in distributed file systems (such as Kazaa), may offer advantages for the decentralized discovery of grid resources and services.  We will design and investigate monitoring and sensor design approaches, protocols and algorithms to address all of the above research problems.

Each of the participating sites registers with a local monitoring server. The nearest server to a participating site can be found from a central directory service. The traces from network measurements, hardware and software monitors placed at the participating site are stored at this server. The monitoring data is arranged in a hierarchical fashion: local information about cpus, network status constitute the lowest level of information about a computing site, SAM-related information on data transfer rates, data file availability, caches constitute higher-level information which can be used to make global scheduling decisions. Such global or high-level information about participating sites can be periodically replicated across all the monitoring servers for reliability and performance using a distribution protocol such as via event pushes. The Discovery and Monitoring Even Description (DAMED) working group of the Global Grid Forum [2] has described a set of basic attributes or schemas for the “top N” most widely reported monitoring elements. While some of these attributes will be relevant for the DØ Grid, there are several attributes unique to the DØ project that will need to be developed. These relate to the particular architecture of the SAM stations, database servers and computing elements.  It should be noted that every operational Grid will have such unique monitoring attributes in addition to a standard set of attributes proposed by the GGF.  It is a research problem as to how to provide a scalable and general framework for both the standard and Grid-specific attributes to monitor.

We propose describing the information in  XML  and use  web services  to create and store (XML database services), and transform (XQuery and XSLT) the information as required. To provide interoperability with other grid systems simple converters would be built. The SAM-Grid system  uses this framework to configure the MDS tree, a pull monitoring system, and the Condor ClassAds, a push information system,  in an independent but related fashion. This provides true interoperability as it allows for an easy incorporation of another VO's monitoring system framework into this one by simply  writing an XSLT program that would generate the other VO's monitoring system.

Work Plan

Much of the grid sensor work needs to be done, and a framework built to collect system information provided at each site to the monitoring system. Some of the pieces of the monitoring and information system  exist in the current SAM-Jim system and these will be superseded as the new components are developed.  We will explore the incorporation of job status, cluster status, disk storage status,  and other statistics in order to provide a compete picture of the health and operation of each execution  site resources. Having a single system for all monitoring will greatly simplify our overall operational tasks.

We will investigate the deployment of the “Monitors and Beacons” system, currently reaching completion at UM. The framework and authentication code has been written by UM Center for Information Technology Integration (CITI) to support existing standards and tools and will run within a set of specially configured PC stations strategically placed within the physical grid network across UM campus. As designed, the system is both an active and passive network tool for the localization of network difficulties. The framework is sufficiently modular to allow for the inclusion of other sensor information. 

Scheduling Investigation

Optimizing work-throughput for the DØ grid resources is the ultimate goal for this project, and job scheduling will be an important component.  The scheduling will use the information from the monitoring, and take advantage of the  performance, and configuration features provided by the grid file system, to achieve this task. Scheduling is a very active area in grid research and we hope to take advantage of other projects pursuing it, for example GriPhyN, and PPDG. The DØ experiment and existing SAM-Grid infrastructure provides an incubator for growing these ideas and quickly testing various approaches to scheduling. Within this environment we will be able to study the fine-grained information from the active worldwide system, and test various hypothesis on how to improve the throughput of the system by tuning the scheduling algorithms. There are several experienced scheduling experts involved in this proposal and we anticipate extensive progress within the SAM-Grid framework. We may explore additional areas such as distributed or dynamic schedulers, or  more complex algorithms,  as time permits. 

A scheduler is a mechanism that assigns a set of consumers to a set of resources under a collection of rules or policies [1]. Therefore, the behavior of a scheduling system is directly affected by these policies. Although scheduling up until recently has been mostly associated with CPU scheduling, the emergence of “the Grid” requires rethinking the scheduler’s role. Thus, scheduling must be extended to cover not only the assignment of computing resources, but also dynamic and advance scheduling of storage/data transfers, bandwidth. Furthermore, job scheduling and communication path adjustments for grid resources are mostly performed by centralized paradigms [References] that make decisions based on global information. The capabilities of such approaches are determined statically at job submission time, thus their ability to react to the dynamics of the environment is limited.

Requirements and Research

In the context of a science grid, applications can be extremely CPU, network or storage bound. For example, database query operations do not require a significant amount of network resources yet they are IO and CPU intensive. In contrast some simulations may require fetching large amounts of data into the job execution machine utilizing the network. One primary goal of  scheduling on a grid is to minimize the turnaround time of jobs within the VO. In addition, the scheduler needs to incorporate the plans of the experiment so priority tasks, or groups, are serviced first.  More precisely, for very large grids to provide users with the most benefits, the following issues need to be researched and investigated: 
One of the important aspects of our scheduling framework is the inclusion of fine-grained information collected from the monitoring and information systems within a grid. Depending on the availability of resources and the properties of the job, this can require, a) moving the application code to the cluster where the data is located, b) moving the data to the location of the job’s code, or c) moving both the data and the application code to an underutilized computational resource. 

Jobs could have different priorities based on user rights and user preferences and/or local policies. More precisely, an entity operating an autonomous cluster can make the cluster’s resources available to several groups of users by “signing” service contracts with them. For example a particular cluster may make 50% of its computational, 30% of its storage and 40% of its network resources available to the DØ experiment while dividing up the remaining resources between the human genome project and local jobs. These agreements can specify minimum and maximum levels of resource sharing with each user group. Resources “exported” in this way to user groups can be then subdivided by the respective group, e.g., by the current importance of sub-group jobs. 

Users belonging to different groups may require the system to provide them with service level contracts ( for example when their jobs will be expected to finish). The grid can offer best effort services to those who need the resources but are not constrained by time while satisfying current and pending contracts. Contracts can be requested by the user or offered by the system. 

In order to sign/satisfy user level contracts, the scheduling system must attempt to predict the future resource usage of the local clusters. Such estimates need to be based on previous usage patterns/past requirements at various time resolutions, e.g., if the past week the job intensity of a group was increasing we can expect this trend to continue, or if a conference deadline of a group is coming soon the system has to make sure that these high priority jobs will have resources available while not compromising the current contracts with other users.

At the submission time of the jobs the scheduling system has to have a good estimate on the complexity of the job. This estimate can be based on the past experience with the same job or can be provided by the users. If the user does not provide a good estimate (he did not run the job previously to figure out its complexity) and underestimates the jobs needs, the scheduling can inform and, when necessary, penalize the user by breaking the contract. 

Work Plan

We will begin by examining the operation statistics from the existing SAM-Grid system. When the distributed information system is in place we will gatheri fine-grained information on every aspect of this operational grid. We can use this information as input to simulate grid or multiprocessor clustered computing environments, like GRID-SIM [?????footnote]. The SAM-Grid request broker offers a convenient way to plug in various scheduling algorithms, which are then used to match jobs with  resources.  We will employ this powerful tool to study the effect of various algorithms within our test systems being established at MSU, UCR, UTA, and FNAL. Upon successful testing in the development environment, we will deploy the algorithms to the DØ grid itself for production experience.  



























































































� A data STREAM is a collection of events categorized by some physical or logical characteristic in order to improve efficiency for targeted event type analysis. STREAMS are produced immediately after recording by the detector and are non-inclusive. FULL datasets, then, involve the sum of the contents of all STREAMS.
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